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Introduction 

Integrated Information Theory (IIT) of consciousness is a neuroscientific account of 

phenomenal experience, according to which conscious states are integrated information in a 

system (Oizumi et al., 2014; Tononi, 2008; Tononi et al., 2016; Tononi and Koch, 2015). 

Accordingly, IIT is a theory placed at the intersection between scientific and philosophical inquiries 

into consciousness. In this paper, we contribute to this ongoing dialogue by examining the causal 

framework within which IIT makes its claims. As a theory of consciousness IIT takes up the 

challenge of tackling traditional metaphysical problems concerning the complex causal and non-

causal relationships between conscious experience and the processes through which it comes 

about. One such issue is the causal exclusion problem, according to which mental properties are 

systematically excluded from standing in causal relations to other properties due to their physical 

supervenience bases (Kim, 2005).  

Recently, attempts have been made by proponents of IIT to rectify this potentially 

damaging problem for the causal claims of the theory  (Hoel et al., 2013; Hoel et al., 2016). In this 

paper we argue, rather than resolving the causal exclusion problem for IIT, these attempts reveal 

problematic aspects of IIT’s causal framework. Specifically, that the informational account of 

causation they adopt renders their response damagingly circular, chiefly due to the account’s claim 

that the causal properties of a system are identical with its informational properties. Our goal in 

this paper is thus to provide a causal framework within which IIT can avoid the causal exclusion 

problem and maintain its unique central identity. The requirements on meeting this goal are 

tantamount to providing a causal framework that meets the following three conditions: (1) it has 

the resources to avoid the causal exclusion problem, (2) it does not inter-define causation and 

information; it is not essentially an informational account of causation, and (3) it remains compatible 

with the empirical data, methodology, and conceptual aims of IIT.   

We argue that an interventionist causal framework can meet these three conditions for IIT. 

This paper is divided into two parts. The first (§1-§3) motivates both our claims that IIT must 

provide a solution to the causal exclusion problem and current attempts to do so reveal that IIT’s 

reliance on an informational account of causation is deeply problematic. At this juncture, we will 

have provided and explained the three conditions on a causal framework for IIT. In the second 

part (§4-§6) we show how interventionism can meet these three conditions. We detail how 
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interventionism does not rely on a definitional relationship between information and causation 

(§4) and how the version of interventionism we present here has the resources to avoid the causal 

exclusion problem (§5). In the final section of the paper (§6) we show how this version of 

interventionism remains compatible with IIT.  

 

§1 Introduction to IIT  

Integrated Information Theory (IIT) of Consciousness proposes that consciousness is 

integrated information in a system, the degree of which is signified by the Greek letter, Φ4. The 

quantity of integrated information – or consciousness – present in a system is quantified by Φ, 

which is the amount of information generated by a complex of elements, above and beyond the 

information generated by its parts (Tononi, 2008). IIT is developed two-fold, (i) it takes our 

everyday experience as evidence enough to posit five phenomenological axioms – those essential 

aspects of experience that are given to us in our everyday experience of the world. (ii) It takes these 

essential aspects of our experience to then derive a set of physical systems postulates – these are 

meant to describe how physical systems might realize such phenomenological aspects of 

experience.  

IIT makes the claim that elements in a system, i.e. neurons in the brain, take on the role of 

information states. These information states can be said to express integrated information if the 

information generated by their integration is greater than the sum of their individual parts. To get 

clear on what IIT means by integrated information, let’s take a look at the physical postulates of 

information and integration. 

Information Postulate: [T]he system must specify a cause-effect structure that 

is the particular way it is: a specific set of cause-effect repertoires – thereby 

differing in its specific way from other possible structures (differentiation). A cause-

effect repertoire specifies the probability of all possible causes and effects of a 

mechanism in a state (Tononi and Koch, 2015, p. 7). 

By this IIT claims that something is informative if it specifies a particular state out of the 

range of possible states in the system. For instance, a neuron can take on any number of possible 

states Sn1…nx, if it is able to specify some particular state of the system through its cause-effect repertoire, 

then it can be said to be informative. According to IIT, each element has a probabilistic role to 

play in changing the character of the system as a whole, and this is done through its cause-effect 

power – the possible states that the element can take on, and by doing so influence the overall 

character of the system. This leads us into the next postulate.   

Integration Postulate: [T]he cause-effect structure specified by the system 

must be unified: it must be intrinsically irreducible to that specified by non-

interdependent sub-systems (Φ>0) across its weakest (unidirectional) link: MIP 

= minimum information partition (Tononi and Koch, 2015, p. 7). 

The integration postulate is meant to show that the amount of information expressed by a 

set of elements in a system express integrated information if those elements are irreducible to a 

smaller subset of elements. In other words, if an element is removed from the subset of elements 

                                                 
4 Tononi writes, “Integrated information is indicated with the symbol Φ (the vertical ‘I’ stands for information, the 
circle ‘O’ for integration)” (Tononi, 2008, p. 220). 
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and any degree of Φ is lost, then it can be said that those elements form integrated information 

and are thus irreducible. By making a ‘cut’5 one finds a partition of elements which cannot be cut 

further without loss of information, this is done to determine MIPs. The process of identifying 

MIPs reveals sets of irreducible elements, which according to IIT are concepts6.  

Next let’s consider the exclusion postulate for IIT, which will be an important aspect of 

our discussion in §6. The exclusion postulate is meant to explain why one’s experience is definite 

at any given spatio-temporal grain. That is to say, that an experience happens at a specific spatial 

grain (the spatial grain of, say, neurons/neuronal groups) and at a specific temporal grain (the time 

it takes for the neurons/neuronal groups to fire). IIT defines the exclusion postulate thusly: 

Exclusion Postulate: [T]he cause-effect structure specified by the system must 

be definite: specified over a single set of elements – not lesss[sic] or more – and 

spatio-temporal grains – not faster or slower; this is a cause-effect structure that 

is maximally irreducible (Φmax), called conceptual structure, made of maximally 

irreducible cause-effect repertoires (concepts) (Tononi and Koch, 2015, p. 7). 

At any one point in a system, there will be a global value of integrated information, or rather Φmax, 

and this conceptual structure will represent the global experience at a given time. All other 

conceptual structures with lower Φ-values will be excluded from the global experience. The 

exclusion postulate is meant to be an explanation of why that is. 

Since IIT is a theory of consciousness, what is the way in which these concepts express 

themselves as one unified global experience? Take for instance the overall experience of looking 

out from a cruise liner and seeing the vast ocean in front. From that vista one is able to distinguish 

qualitative features of the various objects of experience, the water is blue, the deck is shiny from 

sea water, the wood of the deck is grainy, the air is cold, etc., each of these qualitative features of 

‘blue’, ‘shiny’, ‘grainy’, ‘cold’, have a corresponding place in the cause-effect structure taken as a 

whole, and thus, a corresponding concept. The concepts would represent various features of that 

experience, and taken as a whole would be the totality of the character of that particular experience. 

Crucial to how IIT can account for the character of our global experience is through the central 

identity, which states: 

According to IIT there is an identity between phenomenological properties 

of experience and informational/causal properties of physical 

systems…The maximally irreducible conceptual structure (MICS) generated by 

a complex of elements is identical to its experience… An experience is thus an 

intrinsic property of a complex of mechanisms in a state. (Oizumi et al., 2014, 

p. 3, emphasis added). 

According to IIT, one’s global experience at a given time is the MICS. The MICS is 

composed of all the concepts (complexes of mechanisms) and their constituent individual 

informative elements (neurons/neuronal groups). IIT claims that those properties of our 

experience are thus identical to the informational/causal proprieties of the system. If this is the 

case then the MICS itself, and consequently the concepts and the individual elements (IE) within 

those concepts, all exert causal influence on the system.  

                                                 
5 ‘Cut’ refers to a partitioning of elements to determine which forms integrated information subsets. 
6 For the sake of completeness, IIT technically defines a concept as “[a] mechanism and the maximally-irreducible 
cause-effect repertoire it specifies, with its associated value of integrated information φmax. The concept expresses 
the cause-effect power of a mechanism within a complex” (Tononi and Koch, 2015, p. 6). 
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As a consequence of IIT’s definition of integrated information as differentiation, mental 

causation is built into the identity of those phenomenological properties of experience and the 

information/causal properties of the system (MICS). Since macro-informational structures, such 

as the MICS, at least sometimes express cause-effect power greater than their micro-informational 

constituents, then the MICS can supersede the causal influence of the concepts/IE’s (Hoel et al., 

2013). Since the MICS is the global experience of the system at a given time IIT posits that the 

overall informational/causal properties of the system constrain the evolution of that system over 

time.    

 

§2 The Causal Exclusion Problem & IIT  

The causal exclusion problem comes in many forms (Bennett, 2007, pp. 324-328). Here, 

we draw on the most prominent version of the argument, presented by Jaegwon Kim (2005, 2011). 

The argument comes in two stages, the first denies the possibility of mental to mental causation. 

The second stage proceeds to deny the possibility of mental to physical causation, leaving mental 

properties with an, at best, epiphenomenal status. 

The argument requires a few principles to get off the ground. The first, (a) is that the 

mental supervenes on the physical. For Kim (2005, p. 14) this principle is a requirement for any 

minimal form of physicalism and, as such, is supposed to be extremely compelling. It consists in 

the claim that the token instantiation of a mental property is metaphysically dependent on the 

token instantiation of a physical property, such that every change in a mental property is necessarily 

accompanied by a change in a physical property.  

The second principle is (b) the ‘principle of causal exclusion’. The causal exclusion 

principle posits that for any given event there can be no more than one distinct cause that is wholly 

responsible for the occurrence of that event, apart from in cases of ‘genuine’ over-determination. 

Rare instances of over-determination are presumed to be plausible enough, death by firing squad 

being an often-cited example, but the exclusion principle constitutes a constraint that over-

determination is not systematic. The principle is supposed to capture the idea that the effects of 

mental causes could never be genuine cases of over-determination, or at least the conclusion that 

they are, would be wholly unsatisfactory (Bennett, 2007, p. 325). 

The final principle required (c) ‘the causal closure principle’, states that if a physical event 

has a cause, then it has a physical cause (Kim, 2005, p. 15). Again, this principle is supposed to be 

plausible, particularly in the conditional form presented here as it makes no claims about the causal 

relationship between non-physical events, and allows for the possibility of physical events that 

have no cause.     

The argument then runs as follows: we start with the supposition that one mental property, 

M1 causes the instantiation of another mental property M2. Because of (a), M2 must have a distinct 

physical supervenience base, P2 upon which the instantiation of M2 depends. As Kim notes, “Given 

that [P2] is present on this occasion, [M2] would be there no matter what happened before; as [M2]’s 

supervenience base, the instantiation of [P2] in and of itself necessitates [M2]’s occurrence at t” 

(Kim, 2005, pp. 39–40). At this point it looks as though the instantiation of M2 is guaranteed by 

two distinct events: its cause M1 and its distinct supervenience base P2. But, by (b) only one of 

these events can be responsible for the instantiation of M2. The claim here is that it must be P2 that 

is responsible because regardless of the occurrence of M1, the very occurrence of P2 necessitates the 
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instantiation of M2, thus the role of M1 seems superfluous. This completes the first stage of the 

argument: mental properties do not cause the instantiation of other mental properties.  

As for the second stage, consider that there may yet be a role for M1 to play as long as 

something caused P2. Let’s suppose that the cause is in fact M1. If M1 is the cause of P2 then a 

causal role is preserved for mental properties – they cannot stand in causal relationships to other 

mental properties directly, but only indirectly through causing the supervenience bases of mental 

properties. But this won’t work either because of (c). If we are supposing that P2 does have a cause, 

which ex hypothesi we are, then, because of (c), P2 must have a physical cause, P1 and once again M1 

is excluded from playing a causal role in this story. 

The argument can be captured with a diagram as follows: 

                                                     Figure 1. The Exclusion Problem 

Each question mark represents a stage of the argument. The first considers the relationship 

between M1 and M2, and with the second concerning the relationship between M1 and P2. In both 

instances the potential causal role of M1 is excluded, in the first instance by the supervenience 

relationship between M1 and P1, and secondly, by the causal relationship between P1 and P2.   

How does the exclusion problem apply to IIT? Consider the following variation of figure 1, 

reformulated for IIT: 

                                                  

                                               Figure 2. The IIT Causal Exclusion Problem   

Since IIT argues that the MICS is the global experience of a system at a particular time, 

the MICS maps on to M1 such that M1 = MICS1. Just as M1 has a supervenience base, P1, so too 

does the MICS, namely the collection of concepts, including their further subvenient base of 

individual informative elements (IEs). If this mapping of IIT’s terms onto the traditional terms of 

the causal exclusion problem holds, then the argument runs analogously:  according to (a) and (b) 

concepts2 is sufficient for the instantiation of MICS2, and because of (c) concepts1 trumps MICS1 when 

we turn to considering what property is responsible for the instantiation of concepts2.  

If this analogous argument holds then immediately IIT has a major problem for its central 

identity. Recall that IIT claims there is an “identity between phenomenological properties of 
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experience and informational/causal properties of physical systems”(Oizumi et al., 2014, p. 3). The 

central identity claims that the phenomenological properties of experience, the total set of which 

at a given time amount to the MICS, are identical to informational/causal properties. However, if 

the exclusion problem holds for IIT, then the MICS cannot be causally efficacious. Thus, IIT has 

misidentified the properties of experience altogether, rendering the central identity false and 

placing the explanatory and predictive power of IIT in serious jeopardy. This provides our first 

condition to be met for a causal framework for IIT: (1) it has the resources to avoid the causal 

exclusion problem.  

 

§3 IIT’s Informational Account of Causation 

Proponents of IIT agree that condition (1) is of genuine concern and have attempted to provide a 

solution (Hoel et al., 2013; Hoel et al., 2016). Here, we show how that proposed solution reveals 

a reliance on a problematic view of causal relationships. This in turn will lead us to the 

establishment of our second condition for a causal framework for IIT: (2) it does not inter-define 

causation and information; it is not essentially an informational account of causation. 

IIT’s approach to answering the causal exclusion problem has been to design a series of 

experiments showing that, at least sometimes, a system has more causal power when considered 

from a macro spatiotemporal grain than the micro scale upon which it supervenes. If this is correct 

then in contrast to the causal exclusion argument, proponents of IIT claim to have provided 

evidence for genuine causal emergence; situations in which macro states have more causal efficacy 

than their micro subvenient bases: ‘the macro beats the micro’ (Hoel et al., 2013). The 

methodology for these experiments is to show that macro structures express more effective 

information than micro structures, where EI is characterised as “a general measure for causal 

interactions…it uses perturbations to capture the effectiveness/selectivity of the mechanisms of a 

system in relation to the size of its state space” (Hoel et al., 2013, p. 19790). 

The micro structure is fixed and it’s EI quantified, then the macro structure – the state that 

supervenes on that micro-informational structure – undergoes the same quantitative analysis and 

results are compared. If the experiments show that macro-informational structures exhibit higher 

amounts of effective information than their subvenient micro counterparts, then the causal power 

of the macro-informational structure surpasses the causal power of the micro-informational 

structures upon which they supervene (Hoel et al., 2016, p. 2). Once this is shown to be the case 

for sample systems, the conclusion drawn is that the causal exclusion problem is ‘turned on its 

head’: if events can only have one physical cause (causal closure) then it must be the micro state 

that is excluded rather than the macro state (Hoel et al., 2013, p. 19795). Why would measuring 

EI quantify causal power for states at various spatiotemporal scales? Because for IIT, “causation 

and information are necessarily linked” (Hoel et al., 2013, p. 19794).  

Quantifying causal power as the amount of measurable effective information stems from 

IIT’s central identity. Recall that the central identity posits an identity between “phenomenological 

properties of experience and informational/causal properties of physical systems” (Oizumi et al., 

2014, p. 3). As noted above, it is this identity that allows proponents of IIT to claim that 

demonstrating that a system expresses more information at a macro scale than at a micro scale, is 

sufficient to show that phenomenological properties of experience (mental states) are causally 

efficacious over and above their subvenient micro states (physical bases). Crucially, establishing 
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IIT’s central identity requires adhering to a further identity: that the informational properties of a 

system are identical with its causal properties.  

Without this identity, experiments showing the amount of information expressed within a 

system at a given scale would tell us nothing about the causal properties of that system at that 

scale. Thus, no conclusion about the causal properties of the system could be drawn from knowing 

the amount of information expressed and, in turn, no causal role can be attributed to the 

phenomenal properties of the system on the basis of IIT’s experiments. More generally, then, IIT’s 

central identity requires the adoption of an informational theory of causation. We can reconstruct 

IIT’s argument as follows:  

(1) If informational properties are identical to causal properties of a system, then the central 

identity holds, 

(2) If the central identity holds, then IIT is not susceptible to the causal exclusion problem, 

(3) Informational properties are identical to causal properties of a system, 

(4) Thus, IIT is not susceptible to the causal exclusion problem  

The recognition of the requirement for this second identity to hold – for an informational theory 

of causation to be true reveals the dependence of IIT’s response to the causal exclusion argument 

on an informational theory of causation. Even if we accept that the central identity could show 

that IIT avoids the causal exclusion problem, we can now see that establishing the central identity 

itself requires the acceptance of a strong commitment to the relationship between information and 

causation, i.e., premise (3) must be correct.  

The causal exclusion problem challenges a theory of consciousness to show how conscious 

or mental states can stand in causal relations over and above the causal relationships expressed by 

their subvenient physical bases. IIT builds its theory of consciousness upon the notion of 

information and more precisely the degree to which information is integrated in a system. So, the 

specific challenge for IIT is to show how states characterized by their degree of integrated 

information can have causal efficacy over and above their physical bases. But if informational 

properties are identical with causal properties, then IIT gets its response by fiat – IIT has stipulated 

a solution by definition, rather than demonstrating one. If this identity holds then the claim that a 

state qualifies as conscious once it expresses a certain level of integrated information is validly re-

interpreted as the claim that a state qualifies as conscious once it expresses a certain degree of 

causal efficacy. But of course, whether or not states with a specific level of integrated information 

can have unique causal capacities was precisely what we wanted to know in the first place when 

considering the causal exclusion problem. Thus, IIT’s response to the causal exclusion problem 

seems to rely on the claim that conscious states are causally efficacious rather than demonstrate 

that they are. 

To be clear, we are not arguing against those actively developing an informational theory 

of causation (Collier, 1999; Illari and Russo, 2014). Rather, our point is merely that such an option 

seems costly for IIT, specifically because IIT defines its causal relata – macro-information states 

and their constituents – in terms of information. Thus, for IIT, adopting an informational theory 

of causation leads to the circularity problems we have demonstrated here. Accordingly, we propose 

our second condition for a causal framework for IIT: (2) it does not inter-define causation and 

information; it is not essentially an informational account of causation.  

IIT’s use of a causal notion of information allows the theory to avoid one prominent 
objection from Searle (2013). Searle argues that information is an ‘observer-relative’ notion and 
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one cannot use ‘observer-relative’ notions to explain consciousness. Proponents of IIT respond 
to Searle by arguing that the notion of information in IIT is causal and therefore not observer-
relative (Koch and Tononi, 2013). However, if we are right, and IIT should avoid inter-defining 
information and causation, then IIT must modify its causal notion of information. Wouldn’t this 
result in IIT being susceptible to Searle’s objection? Although, this would mean a significant 
modification for IIT, this is not a new problem for IIT. IIT’s notion of information has already 
been flagged as problematic (Cerullo, 2015, 2011; Mindt, 2017). Accordingly, we see our concerns 
regarding IIT’s causal notion of information as contributing to this discussion, rather than creating 
a new problem for IIT. We contend that our proposed solution to the causal exclusion problem is 
more beneficial for IIT, than holding on to an already problematic notion of information and 
retaining the circularity which we described in this section. This would mean IIT needs to reassess 
their notion of information, but this is a task that those developing IIT must already do.7 

Our final condition – (3) that the framework remains compatible with IIT’s empirical data, 
methodology, and conceptual aims – follows from our own aims. We take it as a constraint on our 
proposal of a causal framework for IIT that it would enhance or lead to constructive modification 
of the theory in light of its own goals, rather than impose metaphysical restrictions on its 
development. With all three conditions in place, we will introduce the framework that we contend 
can meet them: the interventionist theory of causation.  

 

§4 An Introduction to Interventionism 

The interpretation of interventionism that we are concerned with here is closest to that provided 

by James Woodward (2003). This account is driven by the aim of bringing the causal modelling 

techniques developed by Judea Pearl (2000) and  Spirtes et al., (2000), together with the conceptual 

framework of a broadly manipulationst approach to causation (Woodward, 2003, p. 38). This yields 

the following formulation of what it means for X to be a direct cause of Y:   

“A necessary and sufficient condition for X to be a (type-level) direct cause of 

Y with respect to variable set V is that there is a possible intervention on X that 

will change Y or the probability distribution of Y when one holds fixed as some 

value all other variables Z in V” (Woodward, 2003, p. 59).  

Interventionism takes variables as causal relata as opposed to the standard properties or 

events found in many other accounts of causation. Variables represent magnitudes that are capable 

of taking more than one value, and have a well-defined notion of change (Woodward, 2003, p. 59). 

For example: temperature, T, can take the values {t1, t2, … tn}; Mass, M, can take the values {m1, 

m2, … mn}; and so on. Interventionism can easily represent more standard causal relata. Events 

can be understood as a variable that can take one of two values {occurred/not occurred}. Similarly, 

properties can be represented as {instantiated/not instantiated}. A variable set V is simply the 

collection of variables being represented as relevant to the claim at hand. Initially, then, under 

                                                 
7 Here one might wonder, how can information be objective, if such objectivity is not grounded in causation? A 

possible solution could be to adopt Luciano Floridi’s (2011) Information Structural Realism (ISR) in which 
information is objective in virtue of providing the interpretation of basic objects of reality – that is, structural objects. 
This is merely one possible avenue of investigation to see how IIT might rescue the objectivity of information. Suffice 
it to say, that if the arguments we present hold in this essay, IIT shouldn’t look for the objectivity of information in 
causation, but something else. What that something else is we leave open for further discussion and development, as 
it is outside the scope of this essay.  
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interventionism causal claims concern the relationship between changes in the values of variables, 

specifically that when one variable takes a value X = x this results in Y = y.  

 The change in the values of the variables under consideration must come about through 

an intervention. An intervention is a technical notion that stands for the manipulation of the value 

of a variable under specific conditions. Here we see the influence of the manipulationist approach 

to causation (Menzies and Price, 1993; Gasking, 1955; von Wright, 1974). Manipulationist accounts 

are motivated by the idea that we use causal claims, rather than mere correlations, to navigate the 

world around us via a process of manipulating and controlling our environment.  In more abstract 

terms, it is precisely by actively adjusting the values of variables and tracking the results of those 

changes on other variables that we come to learn about the relationship between them. 

Interventionism takes this motivation firmly on board but seeks to refine that process of 

manipulation by supplanting it with a process that, its proponents argue, reliably gives rise to the 

sorts of relationships that we recognise as causal (Woodard, 2003, p. 28). 

 It is during the refinement process that we can see interventionism’s other major influence: 

the work done in causal modelling to describe, formalise, represent and unpack just those sorts of 

relationships between variables that seem to fall under the category of causal. The work of Judea 

Pearl (2000) and  Spirtes et al., (2000) has gone a long way towards refining the process of inferring 

or discovering causal relations from statistical data and developing a representational framework 

for these relations. Woodward’s (2003, p. 38) overall project aims to build on Pearl’s by providing: 

“an account of the meaning or content of just those qualitative causal notions that Pearl (and 

perhaps Spirtes et al.) take as primitive.” At this stage, we can already see that the prospects for a 

complementary relationship between interventionism and IIT look good. Proponents of IIT 

readily employ and actively explore procedures that are “[…] akin to the calculus of interventions 

and the do(x) operator introduced by Pearl (2000), to identify causal relationships” (Hoel, et al., 

2016, p. 2). A novel contribution of our argument to IIT will thus be to demonstrate how the 

conceptual tools provided by interventionism set within a broadly manipulationist framework, 

enables IIT to avoid the causal exclusion problem in a way that is compatible with the empirical 

data, methodology, and conceptual aims of IIT.         

 The process of defining an intervention begins with setting conditions for a manipulation 

to qualify as an intervention variable (IV). Woodward does so by offering four conditions that must 

be met, here we offer a truncated description of the conditions full details of which can be found 

in Woodward (2003, pp. 98–100). 

(IV)  

I1. I causes X 
I2. I acts as a switch for all other variables that cause X, such that X ceases to depend 
on the values of any other variables. 
I3. Any directed path that goes from I to Y goes through X.  
I4. I is statistically independent of any other variable Z that causes Y and that is on a 
directed path that does not go through X.8    
 

                                                 
8 Technically, a directed graph is an ordered pair <V, E> with V being a set of vertices that represent the causal relata 
of the graph and E a set of directed edges connecting the vertices. Less technically, it’s a graph with variables in it 
connected by arrows that stand for causal relations. A directed path is a route from one variable to at least one other 
via at least one directed edge, see Woodward (2003, p. 42 for more fine-grained details). All the graphs we work with 
in this paper are acyclic and we remain neutral on whether directed graphs have to be acyclic generally speaking. 
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We noted above that interventionism attempts to unpack the meaning of causal claims 

represented by statistical modelling. One useful upshot of this approach is that we can use such 

modes of representation when discussing potential causal relations. As such, we will further 

explicate the conditions in IV with a directed causal graph9:  

                          Figure 3. Directed Causal Graph of an Intervention  

 

This directed graph represents an attempt to establish a causal relationship between X and 

Y, hence the question mark found in the arrow connecting these variables. I represents an 

intervention variable and does so because it meets all four conditions of IV. I1 is met because I 

causes X; that is, there is a directed path from I to X. U is a variable upon which the value of X 

would have depended, so in accordance with I2, I acts as a ‘switch’ to break the dependency of the 

value of X on the value of U. U is an ‘off-path’ variable that has been controlled for in this graph. 

I3 is met because whilst I causes T, T is not on a path to Y (represented by the solid black line). T 

is on the graph to illustrate a potential way in which I could be on a path to Y that doesn’t go 

through X, but in this case, it is not. Finally, I4 is met because I is not correlated with any other 

variable that causes Y, in this instance that is represented as I being statistically independent from 

Z.      

 Now that we have an intervention variable in place, we can understand an intervention (IN) 

as the following claim:   

“(IN) I’s assuming some value I = zi, is an intervention on X with respect to Y 

if and only if I is an intervention variable for X with respect to Y and I = zi is 

an actual cause of the value taken by X” (Woodward, 2003, p. 98).  

An intervention is the result of fixing the value of the variable that represents our potential 

cause, X, via the change in value of an intervention variable, which in turn is an exogenous process 

                                                 
9 This is, in fact, a toy graph. Like a toy model, it is designed with a specific function in mind – here, to accessibly 
illustrate the conditions of IV. We have added some non-standard representative elements to do this work. The square-
ended arrow is a preventer, illustrating that X is no longer causally dependent on U because of I, we feel this nicely 
captures Woodward’s (2003, p. 100) sentiment that, ““any variable U (distinct from I) that was previously a cause of 
X is no longer such a cause,” but with the proviso that it is not the only way the target variable, X, could be fully 
controlled by an intervention and thus not the only way to meet I2. Similarly, the solid line blocking the arrow exiting 
T, represents the idea that there could be paths for I to reach Y not via X (I3). However, in the present case that state-
of-affairs does not occur, thus I3 is met.   
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that meets the four conditions spelled out in IV. If the resultant change in the value of X changes 

the value of Y, then we can claim that X is a cause of Y.     

Importantly for our purposes interventionism makes no essential reliance on the notion of 

information. In other words, condition (2) is met by interventionism. A variable must be capable 

of taking more than one value and there must be a ‘well-defined’ notion what such a change 

involves, but it by no means must represent the informational properties of a system. In §6 we will 

elaborate on how interventionism is nevertheless wholly compatible with the causal claims of IIT. 

Of course, that interventionism does not rely on an identity between the informational and causal 

properties of a system will not help IIT to retain its important central identity unless it can also 

meet condition (1): it has the resources to avoid the causal exclusion problem. 

§5 Interventionism & the Causal Exclusion Problem 

Consensus has been growing amongst proponents of interventionism that the theory of causation 

avoids the causal exclusion problem (List and Menzies, 2009; Raatikainen, 2010; Shapiro, 2010; 

Woodward, 2015a). However, an objection raised by Baumgartner (2009, 2010) has the potential 

to threaten this consensus. In order to meet our second condition we will firstly illustrate how this 

dialectic has unfolded before providing our response to the latest objections raised by Baumgartner 

(2013).  

 Baumgartner presents a causal exclusion problem that applies specifically to 

interventionism. To see this, we can take the causal exclusion problem captured by figure 2, and 

apply it to an interventionist framework. Let M1 = X, M2 = Y, P1 = U, and P2 = Z. Accordingly, 

we’re interested in whether X is a cause of Y and/or a cause of Z. To establish the nature of these 

relationships we need to perform an intervention on X as follows:   

Figure 4.1. The Interventionist Exclusion Problem 

To test these potential causal relationships, we must be able to intervene on X. However, 

Baumgartner notes that when intervening on X we intervene concurrently on the value of U and 

vice-versa, precisely because they are related by supervenience. This is a problem for 

interventionism because in order to test X’s potential causal relationship to Y or Z, we must be 

able to fix all off-path variables via interventions – including U. The supervenience relation 

between X and U will conceptually rule out being able to fix the values of these variables 

independently from one another and thus X will turn out to be neither a cause of Y nor Z. So, 

when physical properties and mental properties are represented on the same directed causal graph, 

it will be impossible for an interventionist to establish the causal efficacy of mental properties. If 

Baumgartner’s objection holds, then IIT would be no better placed to respond to the causal 

exclusion problem for adopting interventionism.  

 Accordingly, the interventionist must say something about what to do in situations in 

which variables related by supervenience are under consideration on the same directed causal 

graph. There are (at least) two options pursued by interventionists:  
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(1) Consider variable sets to be ‘well-defined’ for the purposes of interventionist analysis, only 

if they do not contain variables related by supervenience.  

(2) Refine the theory such that conditions governing interventions can accommodate instances 

of variables related by supervenience being represented in the same directed causal graph.         

We will not be pursing (2) here and instead focus on (1).10 This response denies that figure 4.1 

and the variable set it represents {M1,P1,M2,P2} are well-defined for the purposes of interventionist 

analysis because interventionism does not extend to representing non-causal dependency relations. Non-

causal dependency relations can be mathematical, definitional, logical, and, conceptual or 

‘metaphysical’ (Woodward, 2015a, p. 326). This latter category includes supervenience relations. 

Thus, under interventionism we can remove the supervenience relations from the graph (variable 

set) and proceed to test sets that involve only potential causal relations, sets that are well-defined 

under interventionism (Eronen, 2012; Shapiro, 2010; Woodward, 2015a; Yang, 2013), for example:       

                             

                             Figure 4.2                                                                  Figure 4.3  

This response may strike some as question-begging, whilst interventionism may claim to 

be able to exclude supervenience relations from causal graphs and well-defined variable sets, the 

causal exclusion problem is designed precisely to ask the question must a theory of causation like 

interventionism represent non-causal dependence relations? Interventionists argue that this move 

is not question-begging because it derives from paying close attention to scientific practice. For 

example, Woodward (2015b, p.337-338) argues that if scientists were to control for supervenience 

bases when attempting to establish causal relations between variables through experimental 

interventions, the results would have absurd consequences such that scientists would not be able 

to establish causal relations between variables representing anything other than fundamental 

properties. Woodward’s example is a variant of the ‘expansion argument’ according to which: if 

the causal exclusion problem is true for mental properties, then for any X and any Y, if X 

supervenes on Y then the causal relations in which Y stands exclude the potential for X to stand 

in any causal relations. In short: all non-fundamental properties (properties with no supervenience 

base) are excluded from standing in causal relations, stripping sciences that make use of non-

fundamental properties in their explanatory practices of true causal explanations.11  

In reply, Baumgartner (2013) highlights a further stumbling block for this move. Whilst 

causal claims in interventionism are made only relative to variable sets (i.e., X is a direct cause of 

Y with respect to V) the conditions that comprise IV are not formulated relative to a variable set. 

So, if I does not qualify as an intervention variable for the set {M1, P1, M2, P2} then it cannot 

qualify as an intervention variable for the set {M1, P2}. Thus, whilst interventionists can exclude 

                                                 
10 Woodward (2015b, pp. 332-335) explores (2) and Baumgartner (2013, pp. 16-24) provides a response. We will not 
be detailing that branch of the dialectic as we argue that option (1) has sufficient resources to avoid the exclusion 
problem.  
11 For detailed presentations of the expansion argument see Burge (2003) as well as Baker (2003). For a response to 
the expansion argument see Kim (1998, p. 77ff) and for rejoinders to Kim’s response see Bontly (2002); Ladyman et 
al. (2007); and Marras (2000).  
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non-causal dependency relations from ‘well-defined’ variable sets, they still cannot establish the 

potential causal relationships between the well-defined variable sets due to any possible 

intervention, I, failing to meet IV with respect to those sets.  

What about modifying IV to relativize its conditions to variable sets such that I can qualify 

as an intervention variable relative to {M1, P2}, even if it fails to be an intervention variable relative 

to {M1, P1, M2, P2}? Baumgartner considers such a move but argues that it comes at a high cost, 

specifically that it renders interventionism unable to distinguish between difference making 

relations that stem from causal dependencies and difference making relations that stem from 

common causes. Consider a causal structure that exhibits a common cause:  

Figure 5. A common cause structure (Baumgartner, 2013, p. 12) 

 

Next, restrict the set of variables under consideration only to {I, X, Y}. Baumgartner 

argues that with respect to the set {I, X, Y} X turns out to be a direct cause of Y because all four 

conditions of IV are met relative to {I, X, Y}, but clearly X is not a direct cause of Y for the 

structure represented in figure 5. In sum, moving to exclude non-causal dependency relations from 

what qualifies as a well-defined variable set for interventionist analysis will avoid the causal 

exclusion problem, but only at an unacceptably high cost for the theory of causation overall.   

We contend that Baumgartner’s objection highlights an omission in Woodward’s 

formalisation of IV, namely that nowhere in IV does it explicitly state that the value of X must be 

set by I, where ‘set’ is understood quite literally as ‘manipulated via an exogenous process’. Rather, 

it states only that X must be caused by I and that changes in Y are correlated with changes in X. 

It is this discrepancy that allows Baumgartner’s objection to work. In the common cause structure, 

changes in Y will correlate with changes in X whenever there are changes in Z1 (and thus changes 

in Z2). I and Z2 will change as a result of changes in Z1 and thus so will X and Y. But we take it 

that many proponents of interventionism (ourselves included) require something more than just 

passive observation of changes of the values of variables internal to the system. Consider that if 

the value of X were changed solely because an external manipulation of its value via I, then Z1 

would no longer be the cause of I (it’s dependence on Z1 would be broken) and in that case, 

changes in the value of X would not result in relevant changes in the value of Y, thus X would not 

be a direct cause of Y. We suspect that Woodward’s (2003, p. 47) emphasis on interventions being 

an exogenous causal process is supposed to capture this idea: 

“interventions involve exogeneous changes in the variable intervened on […] It is 

important to understand that (i) the information that a variable has been set to 

some value is quite different from (ii) the information that the variable has taken 

that value as the result of some process that leaves intact the causal structure 

that has previously generated the values of that variable”  
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If we consider the variable set {I, X, Y} from Baumgartner’s example as circumscribed 

from the common cause structure he presents, I is not an exogenous causal process with respect 

to X and Y. Furthermore, the example is based on the information that X and Y take their values 

as the result of some process that leaves the causal structure intact i,e., (ii). It is not based on 

information gained from the setting of X to a particular value i.e., (i). Why Woodward did not reflect 

this sort of requirement in the conditions IV is not clear to us, but clearly it is a requirement of 

interventionism as we understand it.   

There are approaches to interventionism that do explicitly highlight the active setting of 

variables to specific values. For example, explicitly counterfactual approaches to interventionism. 

Take for example Raatikainen’s (2010) ‘active counterfactual’ analysis of interventions. An active 

counterfactual takes the form:  

 “If X’s being x1  were changed by an intervention to X’s not being x1, then Y 

would change from being y1 to not being y1” (Raatikainen, 2010, p.354) 

Consider Baumgartner’s objection analysed with an active counterfactual: If X’s being x1  

were changed by an intervention I = i to X’s not being x1, then Y would change from being y1 to 

not being y1. This counterfactual is false. If X’s value was changed from x1 to not being x1 by an 

exogenous manipulation of I to i, Y’s value would not also change to a value other than y1. Thus, 

X is not a direct cause of Y when analysed with an interventionist active counterfactual. 

Furthermore, one could discover this common cause structure by isolating well-defined variable 

sets and piecemeal testing these sets under active counterfactuals to build up a picture of the overall 

causal structure of the system. Of course, we do not suppose that the issue of interventionism’s 

relationship to the causal exclusion problem ends here.12 However, by considering some salient 

objections we have sought to refine and reinforce our claim that interventionism, set in a wider 

manipulationist context, has the requisite resources at its disposal to avoid the causal exclusion 

problem, thus meeting condition (2): it does not inter-define causation and information; it is not 

essentially an informational account of causation. 

 

§6 Interventionism & IIT: The Perfect Fit  

At this juncture, we have shown how interventionism can fulfil both condition (1) and 

condition (2): it avoids the causal exclusion problem and it does not identify causal properties with 

informational properties. What remains for our argument is to show that, as a causal framework, 

interventionism can meet condition (3): that it is compatible with the empirical data, methodology, 

and conceptual aims of IIT.  

To begin with, let us examine the claims of IIT considered from the interventionist 

perspective we advocate. What does it mean for an IE/concept/MICS to be a variable in an 

interventionist framework? Woodward offers two criteria for a potential variable to meet within 

                                                 
12 To wit, recently Gebharter (2015) has demonstrated that from within a ‘causal Bayes net theory of causation’ (CBN), 
mental and physical properties can not only be modelled on the same graph, but in such situations, mental properties 
always fail to meet a productivity requirement, giving rise to an analogous causal exclusion problem. Gebaharter argues 
that because CBN can give a more detailed account of why the exclusion problem is valid, we ought to accept the 
exclusion problem. This argument paves the way for a more in-depth discussion of the conceptual and empirical 
reasons for, and against, choosing to model supervenience relations as causal relations. Whilst Gebharter’s argument 
shows that CBNs can coherently choose to do so, our present purpose has been to defend the claim that 
interventionism can coherently chose not to.    
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in an interventionist framework (i) that it can take on more than one value, and (ii) that there is a 

well-defined notion of change for the values of the variable (Woodward, 2003, p. 112). 

IE/concepts/MICS satisfy both these conditions because (i) they can all take on two or more values: 

IEs – {on/off}, concepts {ranges of values of φmax}, MICS {ranges of values of Φmax}. Such a value 

specifies the probability of how that system will evolve over time and influence other elements in 

the system to evolve probabilistically depending on the value of the variables around it, and (ii) 

there is a well-defined notion of change for these variables, which is given by the quantitative 

framework of integrated information in IIT.  

Next, let’s turn back to a now modified central identity under an interventionist 

framework: 

According to IIT there is an identity between phenomenological properties 

of experience and informational properties of physical systems…The 

maximally irreducible conceptual structure (MICS) generated by a complex of 

elements is identical to its experience… An experience is thus an intrinsic 

property of a complex of mechanisms in a state. 

Notice that the central identity remains but with two important changes that result from IIT under 

an interventionist framework. The first is that the informational properties are not identical with 

the causal properties of the system. This is necessary to avoid our circularity objection detailed in 

§3 and is not a requirement of interventionism. The second is that IIT ought to construe its causal 

claims as relational rather than as capacities.  Hoel et. al’s (2013) experiments seek to show that at 

least sometimes the macro states have more causal power than their micro supervenience bases. 

However, such talk does not figure in interventionism. Recall that for interventionism causal claims 

are to be construed as relations between changes in the values of variables. This shift is not merely 

about how causal claims are described. Instead of arguing for a metaphysical thesis – downward 

causal exclusion, i.e., that the macro ‘beats’ the micro – IIT can harness the conceptual tools of 

interventionism, such as active interventionist counterfactuals, to avoid causal exclusion. For 

instance, recall our statement from §1:  

[…] because of IIT’s definition of integrated information as differentiation, mental 

causation is built into the identity of those phenomenological properties of 

experience and the information/causal properties of the system (MICS). Since 

macro-informational structures, such as the MICS, at least sometimes express 

cause-effect power greater than their micro-informational constituents, then 

the MICS can supersede the causal influence of the concepts/IEs. 

Translated into an interventionist framework:  

Macro-informational structures, such as the MICS at least sometimes stand in 

causal relationships not found at the level of the micro-informational 

constituents (IEs/concepts). If this is the case, then the MICS can supersede the 

causal influence of the IEs/concepts. 

Causal semantics such as “cause-effect power” sit less easily within an interventionist framework 

and so do not find their way into our translation.13 Further, the problematic identity between 

                                                 
13 To be clear here, we are not arguing that it is conceptually incoherent for interventionist causal claims to be grounded 
in causal powers. Rather, we think that avoiding metaphysically loaded semantics – like cause-effect power – will help 
proponents of IIT to make their position clear, without any loss of content. This is in keeping with our condition (3). 
We interpret the strategy utilised by proponents of IIT in avoiding the causal exclusion argument to be metaphysically 



16 
 

“informational properties” and “causal properties” is no longer present under an interventionist 

causal framework. This modified statement does not conflict with IIT’s empirical aims of showing 

novel causal relationships at the macro-level not found at the micro-level, with the added benefit 

of not needing to invoke the concept of downward causal exclusion. 

This brings us to a final potential issue which concerns the exclusion postulate. Recall that 

the exclusion postulate is supposed to identify the spatio-temporal grain at which conscious 

experience arises – namely by identifying the state of the system with maximal Φ. However, in its 

current formulation it does so by availing of downward causal exclusion. Precisely because IIT 

inter-defines information and causation, identifying the state of the system with maximal Φ – the 

level at which consciousness occurs – just is to identify the state of the system that is causally 

efficacious and excludes all other states at a given time. Given that we have argued against IIT 

inter-defining causation and information – that the measure of Φ ought to be understood non-

causally – what role is left for the exclusion postulate within the theory itself? Under the picture we 

offer here, conscious states of a system can be identified using measures of Φ and the potential 

causal relations that those states may stand in can be subsequently investigated using the particular 

interventionist framework we have demonstrated.  Doesn’t the need for the exclusion postulate 

simply dissolve?  

Strictly speaking, we think that if the exclusion postulate must be understood as involving 

downward causal exclusion then it should be abandoned. If the exclusion postulate, in its current 

form, is to remain a central part of IIT, then those developing the theory must give independent 

justification for identifying the relevant value of Φ in overlapping systems; justification that does 

not rely on understanding Φ causally. The task of developing such a justification is left to those 

actively working on IIT, and unfortunately, lies outside the scope of this essay.  

As we have demonstrated, the exclusion postulate is not required in order to avoid the 

exclusion problem, rather IIT can avail of the interventionist framework given in this essay to do 

this work. Either it should be abandoned or proponents of IIT leave need to develop new 

justification for the postulate in light of our main argument – that is, to provide independent 

justification for the exclusion postulate that doesn’t rely on the circular definition of information 

and causation we’ve highlighted in §3. Importantly, what we present here remains consistent with 

our third condition; that what we propose is compatible with the aims of IIT. This condition is not 

that our proposal must satisfy all aspects of IIT as it is currently formulated, rather, what we 

propose conforms to the ultimate aims of IIT and its general approach to explaining consciousness. 

Thus, we can maintain that that condition (3) is met: interventionism remains compatible with the 

empirical data, methodology, and conceptual aims of IIT.   

   

Conclusion  

Our objective in this paper was to show that adopting a specific interventionist causal framework 

allows IIT to avoid the causal exclusion problem, whilst avoiding (i) the assumption of a 

damagingly circular identity between information and causation (§3) and (ii) defending a 

problematic notion of downward causal exclusion (§6). We do this by satisfying the three following 

                                                 
neutral, rather than relying on metaphysical arguments that stem directly from adopting a causal powers view (eg., 
Gibb, 2013, 2015; Mumford and Anjum, 2011). Given that interventionism is a framework that also strives to remain 
metaphysically neutral (Woodward, 2015b) we are merely suggesting that IIT’s causal semantics are adjusted to reflect 
this alignment of interests. Thanks to an anonymous reviewer for raising this objection.  
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conditions, which we set as constraints on a causal framework for IIT at the outset of this paper: 

(1) it has the resources to avoid the causal exclusion problem, (2) it does not inter-define causation 

and information; it is not essentially an informational account of causation, and (3) it remains 

compatible with the empirical data, methodology, and conceptual aims of IIT.  We showed that 

condition (1) is satisfied through application of the specific version of interventionism we 

explained in §4 and applied to the causal exclusion problem in §5. Condition (2) is satisfied because 

the version of interventionism which we advocate does not essentially rely on inter-defining 

information and causation (§4), thus avoiding the damaging circularity which we raise against IIT 

in §3. Finally, we satisfy condition (3) by detailing how IIT can be translated into the interventionist 

framework we advocate for in §6.  
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